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SGI Altix UV 1000
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4 TB global 
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Lustre file system
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Keep up with RDAV and Nautilus

Like us on Facebook!

Follow us on Twitter!

We are hiring 
undergrads for 
summer 2012!

@NICS_Nautilus



http://www.nics.tennessee.edu/
computing-resources/nautilus/software



#!/bin/bash
#PBS -A TG-ZZZ12000
#PBS -l size=12
cd $PBS_O_WORKDIR
aprun -n 1 -d 12 -cc none -a xt ./run.sh

/lustre/scratch/username/run_single.sh  0&
/lustre/scratch/username/run_single.sh  1&
/lustre/scratch/username/run_single.sh  2&
/lustre/scratch/username/run_single.sh  3&
/lustre/scratch/username/run_single.sh  4&
/lustre/scratch/username/run_single.sh  5&
/lustre/scratch/username/run_single.sh  6&
/lustre/scratch/username/run_single.sh  7&
/lustre/scratch/username/run_single.sh  8&
/lustre/scratch/username/run_single.sh  9&
/lustre/scratch/username/run_single.sh  10&
/lustre/scratch/username/run_single.sh  11&
wait

From an actual ticket



Dear user support,
I would really appreciate your help 
with the following issue. I have to 
perform post-processing data  
extraction  that is not parallelized. 
I can subdivide it into 192 single-
processor programs  that consist 
of 192 copies of the same serial 
program (with different input  
parameters)

From an actual ticket



Discover Life in America: All Taxa Biodiversity Inventory



Bombus impatiens in GSMNP

Image and data courtesy: William Godsoe (NIMBioS) and Keith Langdon USDA/National Park Service



Bombus vagans in GSMNP

Image and data courtesy: William Godsoe (NIMBioS) and Keith Langdon USDA/National Park Service



Kalev Leetaru: The GlobalNet Project



“I’m doing some runs where I need to run a 
particular serial code in 16,000 different 
configurations. It is launched by handing the 
configuration options via command line 
options. Right now I have a PBS job that 
requests 16 CPUs and then I have a little PERL 
script that runs at startup...Is there a quick-
and-easy toolkit anywhere that would allow me 
to just hand it a file containing the 16,000 exec 
commands for my code and it will 
automatically load-balance them across the 
CPUs in my job and ensure that all CPUs are 
always working? That would be a massive, 
massive help.” —Kalev Leetaru (Nautilus user)



#PBS -A TG-STA110018S
#PBS -l ncpus=8,walltime=01:00:00

./analyze_data file0 low &

./analyze_data file0 high &

./analyze_data file1 low &

./analyze_data file1 high &

./analyze_data file2 low &

./analyze_data file2 high &

./analyze_data file3 low &

./analyze_data file3 high &
wait
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http://rdav.nics.tennessee.edu/eden

http://sourceforge.net/projects/
rdaveden/

Eden: by Scott Simmerman (RDAV)





ECS.o74331
Job Id: 74331.nemo.nics.utk.edu
    Job_Name = ECS
    resources_used.cput = 00:00:00
    resources_used.mem = 41428kb
    resources_used.vmem = 483308kb
    resources_used.walltime = 00:00:39







Advanced Features

•Restart an interupted run

•Automatically generate commands

•More than one core per process



“I will say that Eden is a 
great, great tool; it is 
proving tremendously 
useful and really helping 
to speed things up for 
me...”

—Kalev Leetaru (Nautilus user)


